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Introduction

It is assumed that different readers will have different levels of experience with Access Control
Lists (ACLs). Some will have no experience. Others will have dabbled with ACLs in lab envi-
ronments. Still others will have extensive real-world experience with the implementation of
ACLs. The goal of this white paper is to be interesting to readers with any level of ACL experi-
ence. The ACL novice should gain an appreciation and understanding of what goes into the
definition of an ACL. And hopefully the ACL expert can also gain an insight or two from the
material.

What Is an ACL?

Try to define an ACL using just two words.

Did you come up with “packet filter"? This is the most common response, and for good reason.
It is intuitive because it is indeed a two-word definition and it describes a very common use for
ACLs. The problem with this definition is that ACLs can be used for many objectives other than
filtering packets. For example, ACLs can be used to define which queue a packet will enter
when using custom queuing or priority queuing. In either of these cases, packets aren't filtered.
They are simply sent to the front, middle, or end of the line depending on certain criteria.
Another example is to use ACLs to define interesting traffic for a dial-on-demand link. When
applied this way, the ACL defines traffic that is important enough to have the router pick up the
phone and incur toll charges. Once the phone call is connected, all traffic is allowed across the
link, not just interesting traffic. If you want only interesting traffic to cross the link, you must
also apply the ACL to the interface. A third use for an ACL is to reference the ACL within a
crypto map where it defines interesting traffic for an IPSec tunnel. When the crypto map is
assigned to the interface, non-interesting traffic may still be allowed through the interface, it
just won't be encrypted before it is forwarded. There are dozens of different ways of applying
ACLs on an 10S Router.

The two-word definition of an ACL that | will suggest is “packet classifier”. To expand that defi-
nition, an ACL contains a list of entries defining matching criteria. One packet at a time, the
packet characteristics are compared to the list of ACL entries in sequence. The classification
associated with the first ACL entry that matches the packet’'s characteristics will determine the
classification of the packet. ACLs use the terms “permit” and “deny” to describe the two possi-
ble classes. Unfortunately, this terminology helps to promote the “packet filter” perception.
Don't think of permit and deny as to permit or deny the packet passage through the router.
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Instead think of it as to permit or deny the packet entry into a certain classification. For exam-
ple, to permit or deny this packet entry into the class of packets that belong in the high-priority
queue.

What Types of ACLs Do 10S Routers Support?

IOS routers support many types of ACLs. There are ACLs that examine layer 2 criteria, such
as MAC address and LSAP values. There are ACLs that examine various layer 3 protocols,
such as IPX, AppleTalk, DECnet, and vines. There are ACLs that examine IPv6 criteria. But
this white paper will focus on what is most commonly used today: ACLs that examine IP (v4)
criteria.

IP ACLs are generally broken down into standard IP ACLs and extended IP ACLs. Whether or
not an ACL is a standard or extended IP ACL, it can be defined either by a number or a name.
If you choose to define by a number, the range that the number is in is important. Originally,
standard IP ACLs used numbers between 1 and 99, while extended IP ACLs used numbers
between 100 and 199. These ranges were extended to also include 1300 to 1999 for standard
IP ACLs and 2000 to 2699 for extended IP ACLs.

Standard IP ACLs use exactly one criterion on which to match: the source IP address of the
packet. Often this is exactly what is appropriate to use. For example, you can use the access-
class statement to reference an ACL to limit access to VTY lines. In this case, you are interest-
ed in only the source IP address. You know the destination IP address is one of the router’s
own IP addresses, the protocol is TCP and destination port is 23 for telnet. (Actually, in this
example it might also be TCP port 22 if you have configured SSH support). Another example
for the use of standard IP ACLs is when they are referenced on the definition of an SNMP
community string. Again, only the source IP address is of interest, as we know the destination
IP address is one of the router’s own IP addresses and the protocol is UDP with destination
port 161 (SNMP).

Extended ACLs let you examine everything in the layer 3 and layer 4 headers of IP packets.
You can specify criteria using both the source and destination IP address. You can specify the
IP protocol. With TCP and UDP you can specify source and destination ports, and with ICMP
you can specify the ICMP type and code.

Order Is Important

As was mentioned earlier, ACL entries are processed in order. If there are two or more entries
with criteria that match what is in the packet, it is the permit or deny classification on the first
matching entry that is important. Due to this, you must put more specific entries earlier in the
ACL. For example, if you want to permit the entire 172.16.x.x network, but deny the one
address 172.16.10.10, you would have to put the specific deny entry before the more general
permit entry. Another point to be aware of is there is an implied “deny anything else” at the end
of every ACL. That means that if there are no entries in the ACL that match the packet, the
implicit classification is to deny the packet. If desired, this implicit deny can be overridden with
an explicit “permit anything else” entry as the last entry in the ACL.
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The Scenario

Consider the network pictured in Figure 1. We have four engineers. Their workstations use the
IP addresses 172.16.100.4 through 172.16.100.7. We also have two engineering servers. They
use the IP addresses 172.16.101.163 and 172.16.101.179. The engineers use three TCP
applications between their workstations and the servers: telnet, FTP, and X Windows. The goal
is to write some ACL entries that will match these applications from the engineering worksta-
tions to the engineering servers. We want to be careful to match exactly this traffic, nothing
more and nothing less.
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Figure 1: The Network used in this ACL scenario.

One method of matching exactly what is desired is to explicitly list every possible combination.
That is to have an entry that allows telnet from 172.16.100.4 to 172.16.101.163, and another to
allow telnet from 172.16.100.5 to 172.16.101.163, and keep listing each source possible proto-
col, address, and port combination. This can be tedious, and it can produce a large number of
entries. How many entries would be necessary in our scenario? The general method to deter-
mine this is to multiply the total number of specific source addresses by the total number of
destination addresses and again by the total number of destination ports. In our case what
would that be? We have four source IP addresses and two destination IP addresses, but how
many destination TCP ports? We have three applications, but some use multiple ports. FTP
uses port 21 for the control channel, and it uses port 20 for the data channel (note: this is dif-
ferent if you use passive mode FTP, but let’s stick with standard mode FTP for the example). X
Windows uses ports 6000 and 6001 (again, this could change with different X Windows instal-
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lations, but let's use 6000 and 6001 for the example). That means we could exhaustively list all
possible combinations using 4 x 2 x 5 = 40 entries.

Besides the fact that we are lazy and may not want to type in 40 different entries, there are
performance issues at stake. The router has to sequentially process each ACL entry until it
finds a matching entry. More entries in the ACL means, on average, more processing per pack-
et. The worst case would be if the engineer who did the most work generally used one particu-
lar protocol to one particular server and the entry that matched this traffic was entry number 40
in the ACL. In that case, 39 other entries would have to be processed before the match was
found for every packet from that very active engineer.

So, using your experience with ACLs, how would you reduce the number of entries necessary
for this specification? Those of you who are as old as | am may remember a game show called
“Name That Tune.” We’'ll play “Name That ACL,” where the goal is to specify an ACL in the
least number of lines. Before reading on, think about how many lines you could reduce the
ACL definition down to.

I will show you how to specify exactly the desired traffic, nothing more and nothing less, in just
three lines. To do this, we’ll have to group source IP addresses, destination IP addresses, and
TCP ports. We will use the concept of wildcard masks to group all four engineers into one
group. We will also use a wildcard mask to group both of the engineering servers into a single
group. Lastly, we will use port ranges to group the TCP ports into three separate groups. With
this grouping, it will take 1 x 1 x 3 = 3 entries to fully specify the desired traffic.

Grouping the Engineers with a Wildcard Mask

The concept of a wild card mask is very similar to that of a subnet mask, with a small but very
significant difference in logic. A subnet mask is a sequence of binary 1s and Os that are used
to determine which part of an IP address is associated with the network address. With a sub-
net mask, if a particular bit in an IP address is part of the network address, the corresponding
subnet mask bit is set to 1. A wildcard mask is very similar, but the logic is inversed. A binary 1
in a wildcard mask signifies a “don’t care” bit. It is binary 0s in the wildcard mask that distin-
guish the important bits.

Let’s start with a simple example. The most common subnet mask in use today is
255.255.255.0. The first three octets, when converted to binary, contain eight binary ones. The
whole mask in binary is 24 1s followed by eight 0s. This is often referred to as a 24-bit mask
and /24 may be used as a shorthand notation. What this means is that every single bit of each
of the first three octets in the address is part of the network address. The last octet is defined
as eight binary 0s, so no bits of the last octet are part of the network address. They are all
used to specify the host on that network. The corresponding 24-bit wildcard mask would be
0.0.0.255. With this wildcard mask, you care about each and every bit of the first three octets,
but none of the bits in the last octet. So, the address and wild card mask combination
172.16.100.0 0.0.0.255 matches all addresses that start with 172.16.100, and it doesn’t matter
what the value of the final octet is. Here’s another way of thinking about it: 172.16.100.0
0.0.0.255 specifies that the IP address must look exactly like 172.16.100.0 through the first 24
bits, but you don’t care what the last eight bits are.
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Let’s look at another common example of a subnet mask: 255.255.255.252. Many of you will
recognize this as the type of mask that is used on a point-to-point WAN link. In binary, this
mask has 30 1s followed by two 0s. Hence it may be called a 30-bit subnet mask and may be
written with the shorthand /30. This subnet mask is used to conserve IP address space. In a
point-to-point link, there are only two active IP addresses. With a 255.255.255.0 subnet mask,
there are 254 available addresses. If only two are used, the vast majority of the IP address
space is wasted. With a 255.255.255.252 subnet mask, there are only two available IP
addresses, which is the perfect fit for a point-to-point network. Note the mask actually specifies
a group of four addresses, but the first address is the address of the network itself, and the last
address is the broadcast address. Hence, there are two addresses left available.

Let's look at the binary math involved in a 30-bit subnet mask before we consider its wildcard
equivalent. Figure 2 depicts the last octet (.252) of the 30-bit mask in binary and lines the
mask up against the first nine possible values of the octet in the IP address. As you can see, if
you only look at the first six bits of the octet to determine the network address, the octet values
4,5, 6, and 7 are all on the same network. They all look exactly like 4, if you ignore the value
of the last two bits. But 3 and 8 aren’t on that same network. They do not look exactly like 4
when you examine the first six bits.
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Figure 2: An example using a 30-bit subnet mask.

The wildcard equivalent of the 30-bit subnet mask is 30 Os followed by two 1s, or 0.0.0.3. As
we saw in the subnet mask example, if we pair the base address 172.16.100.4 with a 30-bit
mask (i.e., 172.16.100.4 0.0.0.3), it will match exactly 4 addresses: 172.16.100.4 through 7.
Conveniently enough, this matches the IP addresses of the engineers in our scenario. Don'’t be
confused by the fact that, with subnet masking, you lose the first and the last IP address. With
ACLs and wildcard masks, we aren’t defining networks (with network addresses and broadcast
addresses), we are just specifying ranges of IP addresses.

Grouping the Engineering Servers with a Wildcard Mask

Besides an inverse meaning in the value of the bits, wildcard masks also differ from subnet masks
in that “don’t care” bits can be intermingled throughout the wildcard mask. That is, they don't nec-
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essarily have to be a sequence of Os followed by a sequence of 1s. Due to this you can use pat-
terns that exist in the middle of the IP addresses, instead of just at the end. We will take advan-
tage of this trick to define our two engineering servers as a base address with a wildcard mask.
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Figure 3: A wildcard mask using a more complex example.

Figure 3 depicts the last octets of the engineering server IP addresses. Note the pair of IP
addresses may not have appeared to have anything in common when you saw them in deci-
mal, but, putting the last octet into binary, you can see that they vary by only a single bit. What
we will specify for the engineering servers is 172.16.101.163 0.0.0.16. This means that the
matching addresses have to look exactly like 172.16.101.163, but you don’t care about the
value of the fourth bit of the 4th octet. Besides 172.16.101.163 itself, there is only one IP
address that looks exactly like 172.16.1011.163 except for that one bit. That address is
172.16.101.179.

Using this wildcard mask will indeed let us decrease the number of entries in our ACL, but that
was not the main reason that | presented the example. The main reason is | want you to fully
understand what the wildcard mask is doing. It is simply specifying which bits must be
matched in the IP address to which it is applied, whether it's a relatively straightforward mask,
or a more complex mask. Using wildcard masks correctly can improve the efficiency of your
ACLs, but there are some downsides as well. First, you might make a mistake in your binary
arithmetic. To reduce this potential, stick with wildcard masks that you fully comprehend, and
practice your binary arithmetic. The second potential problem is that, although you might be
able to read the ACL with your wildcard “shorthand,” others may not be able to understand
what you did. To help address this issue, | highly recommend the use of the ACL remark com-
mand, discussed later in this white paper.

Grouping the Applications with Port Ranges

Much simpler than using wildcard masks to group IP addresses is to use port ranges to define
groups of TCP or UDP ports. When specifying TCP or UDP ports, you must specify a particular
operator. If you want to match a single port, you would use the eq operator. In our example
scenario we will specify eq 23 to match telnet traffic. If you want to specify a range of TCP or
UDP ports, you would use the range operator. In our example we will use range 20 21 to
specify FTP and range 6000 6001 to specify X Windows. They aren’t very large ranges, but
they are ranges nonetheless. Other operators that could also be used to specify TCP or UDP
ports include neq for “not equal to,” gt for “greater than,” and It for “less than.”
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ACL Syntax

We will write that 3 entry ACL in the next section. Before we can do that, though, we need to
understand the syntax used in ACL definition. Again, there are different types of ACLs, and
they all have different syntax. In this example we will use the syntax of a numbered, extended
IP ACL. There are many options for extended IP ACLs, and those options change depending
on the protocol that is referenced. We won't be concerned with every option in this example.
The syntax that is important to us is as follows:

access-list access-list-number {deny | permit} tcp source sourcewildcard
destination destination-wildcard [operator [port]]

In plain English: you use the access-list command in global configuration mode. The first thing
that you must specify is the ACL number. Since this is an extended IP ACL, the number must
be between 100 and 199. Then you specify the classification for this particular entry (permit or
deny). Next you specify the protocol, which in our case is tcp. Specifying tcp also allows us to
specify source and destination ports. Then you specify the source IP addresses. This can be a
single address preceded by the host keyword as in host 10. 10. 10. 10. It can also be a
single address where the wildcard mask specifies that every single bit of the address is impor-
tant, as in 10. 10. 10. 10 0. 0. 0. 0. In our case it will be a base address and a subnet mask
that lists a few of the bits as “don’t care” bits. Optionally, you could then specify the source
TCP ports. In most cases, you don’t have much control over the source TCP ports. The telnet
client application goes to the operating system on the workstation and requests a source port,
and the OS chooses what the port will be. We can generally only be certain that it will be
greater than 1023. Some applications can reserve source ports from the OS, and in those
cases we can be further restrictive than we will in our example. So, the next item that you must
specify is the destination IP address. The same options are available as there are for the
source IP address. Again, we will use a base IP address and a wild card mask that specifies
one of the bits in the address is a “don’t care” bit. And finally, we will end by specifying the des-
tination TCP port. In our case, we will use either the eq operator or the range operator,
depending on the entry.

Finishing the Scenario

So now that you understand the basic syntax, it is time to write the ACL. Using the constructs
described above, you would enter the three lines as follows:

access-list 101 permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16
eq 23

access-list 101 permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16
range 20 21

access-list 101 permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16
range 6000 6001

An interesting tidbit is if you show your running configuration of your ACLs, the router won’t
display exactly what you typed in. The eq 23 will be transformed to eq telnet and the range 20
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21 will be transformed to range ftp ftp-data. You could have also entered it that way, specify-
ing the names of the well-known ports. While convenient, that can be a little tricky. What do
you think eq 80 would be transformed to? A very common intuition is “eq http,” but instead it is
eq Www.

There are a few other things that you should understand. It is likely that these entries would
not be the entire ACL. If our ACL is exactly these three entries, then there is the implicit deny
ip any any at the end of the ACL and only these three entries can be matched. Also, simply
defining the ACL has no effect on the behavior of the router. After it is defined, it must be
applied somewhere. You may have assumed that we were trying to set up a packet filter. But
we could have been trying to specify this traffic as more important and hence should be
allowed into a higher priority queue. If the topology was more complex, we might have been
specifying this traffic as traffic that we wanted to encrypt in an IPSec tunnel, or traffic for which
we wanted to specify a policy-based route. Also, understand that direction is often important.
Let's assume that we did indeed want to set up a packet filter, and hence will use the access-
group command on an interface. Refer back to Figure 1. Our two choices are to apply this
ACL inbound on interface ethernet 0 or to apply it outbound on interface ethernet 1. The com-
mand sequence for the first option would be:

interface ethernet O
ip access-group 101 in

You Might Think About Cheating!

| set the assignment to allow exactly the designated traffic, nothing more and nothing less. We
accomplished this with three entries. There is an option worth considering that could reduce
the number of entries to only two. What uses tcp port 22? If we specified a single range from
20 to 23, that would be the only other destination port that matched the permit statements. In
this case, it might be worth considering. TCP port 22 is used by the SSH (secure shell) proto-
col. SSH was originally developed to deal with the clear text authentication and clear text data
issues in telnet. That is, SSH is a much more secure alternative for telnet. SSH has also been
augmented to include SCP (secure copy). SCP is a more secure alternative for FTP. Firewall
administrators generally hate the idea of allowing telnet and FTP, as they are rather insecure
protocols. My advice is, before actually composing ACLS, you must compose your security pol-
icy. Then write the ACL to match exactly that security policy. Don’t take shortcuts just because
they are pretty close to the policy. But security policies must be living documents that can be
updated as times change. It would be worth considering the addition of SSH to the security
policy. Even better would be to add a migration plan for all systems from telnet/FTP depend-
ence over to the use of SSH/SCP. Once all systems have been migrated, update the security
policy and ACLs to only allow SSH/SCP and not telnet or FTP.

Other ACL Tips and Tricks

At this point you should have a good handle on the basic components of IP ACLs. It may take
some practice with binary arithmetic to get good at computing wildcard masks, but if you
understand the function of the wildcard mask at this point, you are in good shape. There are
many other options that can be used in extended IP ACLs. The following sections, while far
from comprehensive, discuss some of the most commonly used options.
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Using Remarks

ACLs can be long and complex. It can be a struggle to remember why you put a certain set of
entries into an ACL six months later. Even worse, imagine inheriting a 500 line ACL from a pre-
vious administrator. It is a real struggle to understand each and every line in that inherited
ACL. That's why using remarks are so important. Unfortunately, they are not used nearly as
often as they should be. The remark command was introduced in 10S 12.0(2)T. Many adminis-
trators learned ACL syntax before they started using 10S versions that supported the remark
command. This is probably why they aren’t used extensively. But the concept is very simple.
Using our three-line example, with some unique wild card masks, we should have preceded
the three entries with a remark, as follows:

access-list 101 remark The next 3 lines match 172.16.100.4-7 and
172.16.101.163 & 179

access-list 101 permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16
eq 23

access-list 101 permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16
range 20 21

access-list 101 permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16
range 6000 6001

Optimizing ACL Performance Using Turbo ACLs

| told you previously that reducing the number of entries in an ACL will, on average, reduce the
processing overhead required for that ACL. A price that may be paid, however, is the ACL
becomes harder to read. Another solution may be to use “Turbo ACLSs,” also known as com-
piled ACLs. When compiled, the ACLs are transformed into lookup tables that can be
processed much more efficiently than the standard linear method, but this feature is only avail-
able on the higher end routers (such as 7200, 7500, and 12000 series routers). Compiled
ACLs also require significantly more RAM than non-compiled ACLs. To turn on this feature on
a compatible router, issue the command access-1i st conpi | ed in global configuration
mode. This will compile all ACLs that are longer than three entries. Any modifications to an
ACL will result in immediate recompilation of that ACL. To view the memory usage of your
turbo ACLs, issue the show access-1i st conpil ed command from EXEC mode.

Optimizing ACL Performance Using the Established
Keyword

The fact that TCP is a connection-oriented protocol, where connections are negotiated with a
three-way handshake, allows us to gain some efficiency in ACL processing. The three-way
handshake specifies that the first packet in a connection should not have the ACK bit set; it
should only have the SYN bit set. The second packet should have both SYN and ACK, and the
third packet should just have the ACK bit set. Due to this, you should (“should” is a key word
here, discussed later) never see the ACK bit set in a packet unless a previous packet with only
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the SYN bit set was already allowed by some entry in the ACL. The keyword est abl i shed
specifies to only allow packets that are associated with an established TCP connection (that is,
packets beyond the initial packet which only has the SYN bit set). Most commonly, this is used
with the keyword any as both the source and destination address, and as the first line in the
ACL. The theory is that if the first packet of the three-way handshake was permitted by a later
entry in the ACL, don't waste time possessing every entry in the ACL to get there; forward it
based on this first entry. In our example, the first line of the ACL would read:

access-list 101 permit tcp any any established

Now, you must understand that using the est abl i shed keyword is great for ACL processing
efficiency, but it lowers your security posture. If you are using this entry in a packet filter, it is
possible for an attacker to craft a packet with the ACK bit set, even though it wasn'’t part of an
existing TCP connection. The ACL would permit this crafted packet to be forwarded. One
exploit of this vulnerability is to carry out a “TCP ping”. The ACL may block ICMP echo
requests, so the attacker cannot use the standard ping command for reconnaissance. But the
attacker can craft a TCP packet with the ACK bit set and send them to an IP address behind
the router. The ACL will permit the packet to be forwarded. The workstation that receives the
TCP packet recognizes that it does not match any of its existing connections. The workstation
then responds back with a TCP packet with the RST bit set. If the attacker receives the reset
packet, then they know the workstation is alive, achieving the “ping” function in another fashion.

Optimizing ACL Performance with Optimal Entry
Placement

As discussed earlier, you know that you must put more specific entries before more general
entries in an ACL. This has to be done to insure proper behavior. But if an entry that is hit the
most often can be moved higher in the ACL without modifying the behavior of the ACL, it
should be to improve performance. How do you know which entries are hit the most? Use the
show access-|i st command. The number of hits for each entry in the ACL will be dis-
played. The example below is a bit contrived, but it shows our example ACL and the FTP entry
is being hit much more than the telnet entry. If this behavior were consistent, it would be worth
changing the order of the entries.

router#sh access-list 101
Extended IP access list 101

permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16 eq telnet (4
matches)

permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16 range ftp-data
ftp (84 matches)

permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16 range 6000 6001
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You can reset ACL counters with the command cl ear access-1i st counters. Youcan
specify a single ACL number or name to clear the counters for a particular list. If you don't
specify a name, the counters are reset for all ACLs. Note, ACL counters can be used for a
quick and dirty accounting method. Are you curious whether the game Doom is being played
on your network? Permit TCP traffic destined for port 666. The next day, show the ACL. If you
see any hits on that entry, then you have a good idea that someone is playing Doom. To find
out who is playing Doom, use ACL logging.

Logging ACL Hits
You can audit ACL entry matches by adding the keyword | og or | og-i nput at the end of the

ACL entry. This will cause syslog messages to be generated for hits. The | og keyword will
cause a syslog message similar to the following:

00:19:15: %SEC-6-1PACCESSLOGDP: list 101 denied icmp 172.16.100.4 ->
72.16.101.100 (8/0), 1 packet

Note it lists the protocol, source and destination IP addresses, and the TCP/UDP port num-
bers, or in this case the ICMP type and code. You will get a syslog message for the first packet
of each unique combination of protocol, source and destination IP addresses, and TCP/UDP
port number or ICMP type and code. You will then get five-minute summaries per unique set of
criteria that lists how many matches occurred in the five-minute interval.

You can also use the keyword | og- i nput at the end of an ACL entry. The effect is very simi-
lar, but note it also adds the source MAC address information as well as the inbound router
interface information. Here is an example:

00:20:41: %SEC-6-1PACCESSLOGDP: list 101 denied icmp 172.16.100.4
(Ethernet00001.0251.b9a5) -> 172.16.100.1 (0/0), 1 packet

Logging ACL violations is valuable for network forensics. For example, you might apply an ACL
to your vty lines using the access- ¢l ass command. This will limit the IP addresses that are
allowed to telnet (or SSH) to your router. If the last entry in the ACL is an explicit deny any

| og, then all invalid attempts to telnet to your router will be logged and can be investigated
after an inspection of the logs.

Be Careful when Editing Remote ACLs

If you are using in-band methods of connecting to a remote router (such as telnet or SSH), you
have to be careful that the ACL edits that you provide do not block your current connection.
The most common reason for this happening is when you issue the no access-1ist 101
command, the entire ACL is removed (even if you specify a single line precisely, it still removes
the whole ACL. At this point, the router will treat ACL 101 as a permit any. But, as soon as you
add the first line of the new ACL 101, the posture changes from a “permit any” to a “deny
everything except for what is permitted by the first entry.” If your telnet session or SSH session
is no longer permitted, you will lose your connection.
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Artrick that is a bit amusing, and not suitable for all environments, is to use a variant of the

r el oad command. If you specify rel oad i n 5, it instructs the router to wait for five minutes
and then reload. Assume you enter this command on a router and then start editing its ACLs. If
you accidentally lock yourself out, the router will soon reload. It will revert to its old startup con-
figuration that specifies the original ACLs. You can then reconnect to the router and try again.
This trick isn’t an option for an organization that demands 24x7 uptime. But if your organization
has some branch offices where there are no employees after 6:00 PM, and you administer the
ACLs when all the remote staff is gone, this might be an option for you. Remember to use the
rel oad cancel command if your edits work, or else your router will still go ahead and reload
and your edits will be lost.

Another idea is to not edit ACLs on-line, but instead edit them using a text editor or word
processor on a workstation. After the edits are in place, you can copy the ACLs to the router
using TFTP. An advantage to this is the router will not implement the new ACL until all entries
have been copied via TFTP, so you are much less likely to lock yourself out. The main advan-
tage, however, is it makes it easy for you to add and delete lines from the middle of the ACL.
Named ACLs allow the ability to remove a line from the middle of an ACL, but it is more com-
mon to need to add a line to the middle of an ACL. And, as we discussed earlier, you may
want to reorder lines in your ACL to improve ACL performance. This is much easier to accom-
plish with a text editor than with a live router configuration session.

Removing a Line from the Middle of a Numbered ACL

To reward the perseverance required to read this entire white paper, | will end with a trick that
may win you a few bets with your IOS administrator associates. It is fairly common knowledge
that named IP ACLs offer the advantage of being able to remove lines from the middle and that
numbered IP ACLs lack this ability. This is because if you enter the command no command
and precisely specify a single entry in a numbered ACL, the whole ACL ends up getting
removed. You can bet your buddies who believe this that you can remove a line from the mid-
dle of a numbered ACL just as easily as you can from a named ACL. The trick is to treat the
numbered ACL as if it is a named ACL that just happens to have a name that uses only numer-
ic characters. The following dialog shows how to remove the FTP entry from the numbered
extended IP ACL that we've been using as an example:

router#sh access-list 101

Extended IP access list 101
permit tcp 172.16.100.4 O.
permit tcp 172.16.100.4
permit tcp 172.16.100.4

0.0.3 172.16.101.163 0.0.0.16 eq telnet

0.0.0.3 172.16.101.163 0.0.0.16 range ftp-data ftp
0.0.0.3 172.16.101.163 0.0.0.16 range 6000 6001
router#config t

Enter configuration commands, one per line. End with CNTL/Z.
router(config)#ip access-list extended 101

router(config-ext-nach)#no permit tcp 172.16.100.4 0.0.0.3 172.16.101.163
0.0.0.16 range ftp-data ftp

router(config-ext-nacl)#end

01:27:48: %SYS-5-CONFIG_I: Configured from console by console
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router#sh access-list 101
Extended IP access list 101

permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16 eq telnet
permit tcp 172.16.100.4 0.0.0.3 172.16.101.163 0.0.0.16 range 6000
6001

Summary

The following list summarizes what was discussed in this white paper:

* An ACL is a “packet classifier” that can be applied in many different ways.

* IP ACLs can be named or numbered, and they can be standard or extended

* We can use wildcard masks to group IP addresses. While the binary arithmetic may be
complex, the purpose is simple. Wildcard masks specify which bits of the IP address are
important for classification.

* We can use the range operator to group sequential TCP or UDP ports together.

» Optimization of ACL performance is important, but so is optimization of ACL readability.

* Remarks are a valuable tool to improve ACL readability.

» Turbo ACLs are a powerful option available on high-end Cisco routers.

» The established keyword can greatly improve ACL processing efficiency but may open
some security concerns.

* You can review the hit counts of each entry in an ACL and can potentially use this infor-
mation to optimize entry placement within the ACL.

* You can log ACL violations for use in network forensics.

* When using in-band communication to the router, be careful that your ACL updates do not
break your connection.

 Contrary to the “common wisdom,” it is possible to remove an entry from the middle of a
numbered ACL.

Learn More

Learn more about how you can improve productivity, enhance efficiency, and sharpen your
competitive edge. Check out the following Global Knowledge courses:

CCSP Boot Camp

SECUR - Securing Cisco 10S Networks

CSVPN - Cisco Secure Virtual Private Networks

CSPFA - Cisco Secure PIX Firewall Advanced

CSIDS — Cisco Secure Intrusion Detection System

BECSN — Building Enhanced Cisco Security Networks Boot Camp

For more information or to register, visit www.globalknowledge.com or call 1-800-COURSES to
speak with a sales representative.

Our courses and enhanced, hands-on labs offer practical skills and tips that you can immedi-
ately put to use. Our expert instructors draw upon their experiences to help you understand
key concepts and how to apply them to your specific work situation. Choose from our more
than 700 courses, delivered through Classrooms, e-Learning, and On-site sessions, to meet
your IT and management training needs.
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